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Introduction
COVID-19 lockdowns across the globe pushed populations to remote working and 

spending more time indoors. This resulted in an increase in demand for consumer 

electronics (laptops, mobile phones, tablets) all of which require chips. The supply-

demand imbalance soon created a “chipocalypse” for integrated circuits (commonly 

referred to as chips/ICs) in the market.

Technological advancements in the automotive industry over the last decade have 

infused enormous amount of computing power into modern cars which drive smart 

and complex entertainment systems, navigation, and sensors. A modern car can have 

anywhere from 500-1,500 different chips powering its different functions. Thus, the 

automotive industry was bound to be affected by the ripple effects of the chip shortage. 

When you can’t buy that Ford F-150 pickup or Stellantis Cherokee blame chip shortage 

triggered by COVID-19 induced global shutdowns, which caused a dip in the chip 

production. Overall, the global automotive industry is estimated to have lost $210 billion in 

revenues with American auto-manufacturers being worst hit. 

Consumer electronics companies are large-volume customers for chip manufacturers. In 

2020, only 3% of Taiwan Semiconductor Manufacturing Company’s (TSMC) sales were 

from automotive chips, compared to 48% for smartphones. The shortage revealed the 

priorities of chip suppliers, and automakers found that they stood behind consumer 

electonic giants like Apple and Samsung when it came to demand fullfillment. This means 

the crisis is not about to end anytime soon for the automotive industry.
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Figure 1: VisualCapitalist | Autoforecast Solutions, Detroit Free Press

J.P. Morgan, one of the leading investment banks, has indicated that chip shortages are 

likely to continue well into 2022. This prediction was made before the spread of Omicron. 

Now, it is anybody’s guess. 

1 https://www.cnet.com/tech/computing/global-chip-shortage-is-boosting-us-manufacturing-what-you-need-to-know/
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As a result, US automakers have sought to diversify suppliers, reimagine their supply 

chains, and bring real-time visiblity into chip inventory as an immediate response. 

In the long term, they are looking to move the chip design in-house and adopt 

what is popularly known as the “OEM Foundry-Direct” Model. This would give them 

better control over supply chains. According to Gartner, chip shortages and trends 

such as electrification and autonomy will drive 50% of the top 10 automotive original 

equipment manufacturers (OEMs) to design their own chips by 2025.2

In this paper, we first look at the existing semiconductor value chain and how it is set to 

change as automakers move chip designing in-house. In the second part we elaborate 

on the role cloud computing is expected to play in enabling automotive companies to 

produce chips—of higher quality, at faster pace, without enormous investment in an 

infrastructure setup.

2 https://www.gartner.com/en/newsroom/press-releases/2021-12-06-gartner-predicts-chip-shortages-will-drive-fifty-percent-of-
the-top-10-automotive-oems-to-design-their-own-chips-by-2025
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The semiconductor technologies produced by a company determine their business model. 

For example, DRAM (Dynamic Random-Access Memory; colloquially called “RAM”) and flash 

memory chips are commoditized ICs where production volume and economies of scale are 

key. Therefore, DRAM and NAND  vendors typically operate as IDMs. They take care of design, 

fabrication, and assembly in-house. 

In contrast, analog ICs which interact with the physical world by generating or transforming 

signals, from electricity to radio waves or light are designed for specific tasks. Producing an 

analog chip that does battery management for an electric vehicle requires very different domain 

knowledge compared to designing a digital-analog converter chip, needed to listen to music on 

an iPod. Thus, chip manufacturers rely on a “fablite” business model where they might rely on 

external foundries for the fabrication of certain, but not all, chips. 

Understanding the Global Semiconductor 
Value Chain
There are three steps in semiconductor production: design, fabrication, and assembly. 

Companies which do all the steps of this process in-house from designing the chip, to 

verification checks to fabricating and assembly are called Integrated Device Manufacturers 

(IDMs). 

With the increasing complexity and costs associated with design and fabrication of leading-

edge ICs, many companies now specialize in single production steps. Companies that only 

design chips are called fabless. Fabless companies collaborate with foundries (contract chip 

manufacturers) and outsourced semiconductor assembly and test (OSAT) companies 

which test, assemble, and package the chips produced by foundries.

Figure 2: Semiconductor Business Models
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Automotive Semiconductor: Fablite Business Model 
Automotive ICs require significant domain expertise as the chips are required to perform 

to operational specifications over a wide range of temperatures and other environmental 

conditions. In addition, the sophistication of the on-board diagnostic systems, infotainment 

systems, and vehicle telematics have led to increased size and design complexity. 

Naturally, a fablite business model has best suited the automotive semiconductor industry. NXP, 

one of the leading European automotive industry IDMs, just announced that TSMC in Taiwan, the 

largest foundry in the world, will manufacture NXP’s new automotive platform.3 This would be a 

classic example of a fablite business model.  

Toward an OEM Foundry-Direct Business Model for the 
Automotive Industry
Chip fabrication is a capital-intensive business—building a modern fab easily exceeds $15 billion. 

Assembly is labor-intensive with lower profit margins. Thus, automakers would continue to work 

with foundries (preferably local) for fabrication and assembly of automotive ICs. In the OEM 

Foundry –Direct business model, chip design moves in-house.

Automotive IC design is a highly iterative process 

that can take from months, and in some cases 

years, to produce a single integrated circuit. 

The process begins with the engineering teams 

defining functional requirements and operational 

parameters of the chip. The architects use design 

tools to create a functional model by selecting 

the intellectual property (IP) blocks (preconfigured 

or semi-customized hardware components), 

and defining the software interfaces, timing, 

performance, area, and power constraints. 

3 https://www.nxp.com/company/about-nxp/nxp-selects-tsmc-5nm-process-for-next-generation-high-performance-automotive-
platform:NW-TSMC-5NM-HIGH-PERFORMANCE
4 Scaling Your Chip Design Flow. [Whitepaper]. Google Cloud. https://services.google.com/fh/files/misc/scaling_your_chip_design_
flow_v18.pdf

Figure 3: Automotive IC Design Cycle4
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For the initial verification, the functional model is translated into a software version (in high 

level languages such as C or C++). The architecture and performance of the system is verified 

using software debuggers. Further, formal verification is carried out where a model checker 

compares the system requirements to its the mathematical model of the system to confirm that 

the system meets the requirements. 

After the architecture has been designed and verified, the system design is captured using 

hardware definition language such VHDL or Verilog. This can be done manually or using high-

level synthesis tools. The resulting Register Transfer Level (RTL) code again goes through a stage 

of verification. 

In functional simulation, the testbench (set of codes) checks whether the RTL output meets the 

design specification. This includes checks for both valid and expected conditions, along with 

invalid and unexpected conditions, to check that the RTL implementation functions as intended

The verified and tested design RTL code is translated into a Boolean (0’s and 1’s) equations. The 

Boolean equations are mapped to logic gates (AND, OR, NOT and so on) while maintaining the 

design constraints and technology library using logic synthesis tools. The resultant gate- level 

netlist can be used for physical layout; however, another round of verification is conducted using 

software applications to ascertain functional and timing behavior is as expected. 

Physical layout is the transition from the logical view of the IC to the physical view. This includes 

identifying major design blocks and allotting them space (also called floor planning), connecting 

these design blocks (called place and route), and clock tree synthesis. This step is carried out by 

designers using computer aided design (CAD) tools. The output of the physical layout process 

is a Graphical Database System (GDSII) file, which is a binary file format representing planar 

geometrical shapes, text labels, and other information related to the physical layout.
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Before sending the GDSII file to foundries for manufacturing, a physical verification is 

done to examine the interconnected geometries to ensure their placement obeys the 

manufacturing requirements of the fab. These requirements are very complex and can 

include far more than 10,000 rules. Layout vs. schematic (LVS) check is run to ensure layout 

is functionally the same as the netlist of the design done. The verifications are done using 

specialized software verification tools.

The design, verification, synthesis, and simulations tools used at various stages of the 

IC design cycle5 are collectively termed as Electronic Design Automation (EDA). A single 

automotive IC can contain over one billion circuit elements, which means that each of 

these step needs enormous compute and memory at its base to run these EDA tools. 

As chip design moves in-house, IT organizations  of automotive companies will soon be 

responsible for deploying and supporting the EDA applications for design teams. 

Figure 4: Physical Layout for IC

5 https://www.eeweb.com/introducing-the-integrated-circuit-ic-design-cycle/
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Challenges for the Automotive IT Organization

Figure 5: Compute Power vs Time | Productivity

6Cloud—The Future of Electronic Design Automation [Whitepaper]. Cadence. https://www.cadence.com/content/dam/cadence-
www/global/en_US/documents/solutions/cadence-cloud/cadence-cloud-future-of-eda-wp.pdf
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While electronics systems and automotive integrated circuits have become more complex, 

with smaller geometries, the computing power and infrastructure requirements to design, 

test, validate, and build these systems have grown significantly. Auto companies will need 

the resources to refresh and grow their hardware environment fast enough to meet the ever-

increasing peak demand for compute resources. This will place a heavy economic burden on 

these companies. Even for companies with the economic might, access to the new hardware for 

peak need is not instantaneous; it must be quoted, ordered, received, installed, and configured—

which can take months—before it can begin to ease the productivity bottleneck.6 The finite 

capacity and slow scalablity of on-premises datacenters will eventually find it difficult to 

keep pace with the ever-increasing peak EDA compute power needs. The lagging upgrades 

to infrastructure will hinder the productivity of the engineering teams which struggle to meet 

time-to-market expectations and match the speed of technological innovation of the industry. 

automated launch of VMs in case of DR.

� Poor Cost Effectiveness: The compute resources are provisioned keeping in view the 

peak needs of the design cycle but resources remain unutilized for a large part. 

� Productivity Loss: The reduction in node size and newer requirements suddenly increase 

the computing needs. The engineering teams have to sit idle till the additional resources 

are provisioned. 

� Longer time to market: Inability to scale the compute resources and delays due to file 

sharing constraints translate into longer time–to–market. 
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Currently, Infineon which has the highest market share of the automotive IC market at 

13.2%, spends $1.64 billion on R&D,7 running 50+ research and development sites across 

multiple locations. NXP, the second largest automotive IC supplier for the automotive 

industry (by market share), has 35 design and R&D centers spread across China, India, the 

United States, France, Germany, the Netherlands, and eight other countries. 

Figure 6: Research and Development Sites of Infineon

Chip design is highly specialized engineering domain. Automotive companies would 

need to expand geographically to access the best talent wherever they can find it. This 

geographic diversity brings productivity benefits, but it introduces challenges in managing 

large-scale EDA infrastructure and making it available to geographically distributed 

engineering, design, and 

R&D teams. 

Lastly, the sheer amount of data is another obstacle. A typical design engineer’s work area 

consists of a large number of binary files, which tend to be rather large, often numbering 

in GB size. In addition, there are third-party libraries and process design kits (PDKs) that the 

entire team relies on for practically each simulation or verification run. This setup requires 

massive high-performance storage, and the productivity of teams designing integrated 

circuits can easily be impacted without enough high-performance storage.

7Infineon Annual Report FY21
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Leveraging the Power of Cloud 
In this section, we will explore how automotive companies can leverage cloud to—

� accelerate time-to-market; 

� expand the design centers globally; and

� reduce costs from the IC design workflow

 from register-transfer-level design to the delivery of GDSII files to fabricators. 

Matching Compute Needs to Requirements
Most public clouds allow horizontal scaling of compute instances so one can run more 

compute servers for a shorter period and pay the same amount as if you were running 

fewer servers for a long period of time. This means the design cycle can be completed 

faster without compounding additional costs. 

Proof of Concept: Google created a basic setup for running verification and simulation 

flows on design files. The underlying infrastructure consisted of auto-scaling N1 machines 

(2 vCPUs, 7.5 GB memory) and a SLRUM cluster (IBM LSF could also have been used) to 

auto-scale up to  10 additional worker nodes. 

Figure 7: Reference Architecture for All Cloud Mode
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Simple Linux Utility for Resource Management (SLURM) is an open-source, fault-tolerant, 

and highly scalable cluster management, and job scheduling system for Linux clusters. 

The experiment ran the verification scripts twice—once in parallel and then in sequence. 

The script when running in sequential mode took 120 minutes to complete 46 tests. 

In comparison, the cluster, quickly scaled up to 12 nodes during the parallel run, could 

complete the tests in 21 minutes. This showed a 6X improvement which can be 

attributed to the scalability. Since the nodes automatically shut down after completing 

the job, the cluster auto-scaled to 0 nodes after the run was complete. The additional  

cost of the dynamic nodes for the time of the simulation was just $8.46.8 

Further to auto-scaling, compute instances on cloud come in many different sizes, 

configurations, and cost. One does not need to purchase EDA cluster hardware that is 

entirely configured to meet the demands of just a few of the most demanding jobs. 

Instead, you can choose servers, launch entire clusters of servers, and scale these clusters 

up and down, uniquely optimizing each cluster for specific applications, and for specific 

stages of chip development. 

For instance, AWS provides compute-optimized instances such as the C5 instance which 

features up to 36 cores (72 threads) and up to 144 GiB of RAM; or the C5d instance which has 

the same configuration as C5 but offers as much as 1.8 TiB of local NVMe SSD storage. These 

machine types are best suited for front end design processes such as simulations, synthesis, 

formal verification, and regression tests. Similarly, one can opt for memory-optimized 

instances for place and route, static timing analysis, physical verification, and batch mode 

RTL simulation. AWS has R5 and R5d instances which have up to 768 GiB memory. Other 

than these, AWS has a z1d instance that is well optimized for EDA applications and aimed 

at reducing the licensing fees as well as product development times.9 

8Scale your EDA flows: How Google Cloud enables faster verification. [Blog]. Google Cloud. https://cloud.google.com/blog/products/
compute/scale-up-your-eda-flows-on-google-cloud
9 https://aws.amazon.com/ec2/instance-types/z1d/
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Matching Storage Needs to Requirements
Traditionally, EDA workloads are supported by file storage solutions and Network File 

System (NFS) protocol for exporting file shares. These can eventually run out of storage 

space or become bandwidth-constrained by either the network or storage tier. It can prove 

to a be major bottleneck in the design process. Local drives offer strong performance, 

but the complex logistics involved in replicating a large amount of ever-changing data on 

several local drives means it is not a practical solution.

Storage throughput and IOPS requirements that vary across the different stages of the IC 

design cycle further complicate the problem: 

� During front-end design phases when many jobs run in parallel, accessing many 

small files.

� During back-end design phases, the I/O patterns become more sequential, with fewer 

number of read/write jobs running simultaneously and accessing much larger files. This 

drives an increase in overall storage throughput performance requirements.

Cloud brings the promise of high scalability, high availability, and reliability that is difficult 

to achieve with an on-premises design environment. Google in its blogs published an 

experiment wherein a couple of test suites were run in an on-premises design environment 

as well as a similar on-cloud design environment. The on-cloud design environment was 

built on Google Cloud using Cloud Filestore and Compute Engine. The test suites simulated 

typical design management operations that a team would do during a project. 
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The results concluded that Cloud Filestore provides a near-local drive performance level while 

providing all the benefits of a shared drive.10 There are similar elastic managed file storage 

solutions on Azure and AWS that can be deployed depending on the throughput and IOPS 

requirements. 

Collaborating Globally in a Secured Manner
Most cloud providers allow you to create a global network through provisioning virtual private 

cloud networks (VPCs). These VPCs can be segmented through subnetting, using automated 

tools, which makes it easy to manage access while allowing teams to collaborate across the globe. 

Most EDA workloads are run as batch jobs. Besides compute and memory, network plays a critical 

role in ensuring that EDA jobs are provided adequate bandwidth to complement the throughput 

and performance of the infrastructure. The common machine types suited for EDA jobs have 

egress bandwidth (to internal IP) running into tens of gigabytes per second. In burst mode, where 

certain workloads are run on cloud during the runtime, one can make use of Azure ExpressRoute/

AWS Direct Connect/GCP Interconnect to provide private, low-latency connections between the 

on-premises and cloud environments. 

10Cloud Filestore powers high-performance storage for ClioSoft’s design management platform. [Blog]. Google Cloud. https://
cloud.google.com/blog/products/storage-data-transfer/cloud-filestore-powers-high-performance-storage-for-cliosofts-design-
management-platform
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The pandemic has pushed engineering teams to work remotely where they require 

remote access to graphic-intensive applications for rendering complex graphics 

displaying millions of polygons. On cloud, you can use remote desktop solutions for such 

applications. For instance: 

� Azure Virtual Desktop, built on Azure’s NV-series, NVv3-series, or NVv4-series VM sizes, 

can be accelerated by configuring GPUs to serve graphics-intensive apps.11

� AWS NICE Desktop Cloud Visualization enables interactive EDA users to use resource-

intensive applications with relatively low-end client computers by using one or more 

EC2 instances as remote desktop servers, including GPU acceleration of graphics 

rendered in the cloud.12

Lastly, cloud-based security is far superior to on-premises security because keeping 

customer data secure is the central mission of cloud service suppliers, so they have 

developed a rich set of security tools. For example, GCP identity and access management 

tools allow for virtual machines to be treated as service accounts thus giving us the 

ability to control their access to filesystems. The VPC firewall can be configured to permit 

or deny traffic based on direction, source, or destination CIDR range, communication 

protocol, or the ports. In addition, there is enhanced protection from distributed denial of 

service attacks and access control lists for memory components. 

11 Configure graphics processing unit (GPU) acceleration for Azure Virtual Desktop. [Article]. Azure Documentation. https://docs.
microsoft.com/en-us/azure/virtual-desktop/configure-vm-gpu
12 Optimizing EDA Workflows on AWS. [Whitepaper]. Amazon Web Services. https://d1.awsstatic.com/whitepapers/optimizing-
electronic-design-automation-eda-workflows-on-aws.pdf
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Greenfield Opportunity
In every crisis lies an opportunity: chip shortage has provided the automotive industry a 

greenfield opportunity to build their chip design ecosystem on cloud. They have state-

of-the-art compute resources, network infrastructure, and security at their disposal at a 

fraction of the cost than ever before. This will not only provide them better control over the 

supply chain as is intended but also catapult them into a new era of fast-paced innovation. 
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